The Messy Reality of Production Al

Benchmarks measure toy problems. Real product strategy requires
multidimensional reasoning.

&'ﬂ_‘_\_l . P ! - - — y

y | c'l:lixed 5 -
N N inese/ |/ Need maq —
| Should Mio | English... reseurc;kf ; —
.——D—@] o\ pivot? 82 A codebase | . w A
opus 4.6 “— £ , | context! /L Ch GPT 5.4
&

\g
—




The Eval-to-Production Gap

/ / The Benchmurk Illusion W Production Reality

|. 1. Hachlwaré _E-JB%

2. Usagi - 95%

o |
“ 3. Chiikawa - 90%
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GPQA Diamond: OSWorld-Verified:
94.4% 75.0%

Eval Score: Low 90s @
_ Production: High 60s

Real-world coding accuracy
collapses to single digits.

‘ GPT 5.4 dominates synthetic
5 leaderboards on paper.
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" Why the Leaderboard is a False King 2

Data Contamination

1/3 of SWE-bench issues have
solutions printed directly in the
issue reports. The test has the
answer key.

100% Saturation

Frontier models hit 88%+ on
MMLU and 99% on GSMS8K.
When everyone scores A+,
the test is useless.

The Gemini lllusion

Gemini 3 Pro was crowned
benchmark leader in Nov 2025.
Within two months, it was
irrelevant to frontier coding work.
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Qﬂn The Flawed
Judge Paradigm

We cannot reliably use
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b " When identical answers
are swapped in position,

o, consistent preferences
o in only 6 out of 10 cases

Al to grade Al.

Al judges show
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A weaker model can beat a stronger model on the majority
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of queries through position manipulation alone.
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